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I. High-Availability Computing in 
an Ever-Connected World
Businesses and consumers alike have grown so used to knowing that they can access 
their online services at any time that even minor breaks in service seem like major 
failures. As a result, that is how technology firms view all minor breaks in service: 
major failures, unacceptable shortcomings that they need to avoid at almost any 
cost. To outsiders, 98% may sound like a fine benchmark, but in high-availability 
computing, it would equate not to a low A+ or a high A but an F. The vast majority 
of online systems range in their uptime somewhere between 99% and 100%, and it 
is the decimal places between these two figures that matter.

You can imagine the many challenges and barriers that arise moving from one 
decimal place to another. The questions revolving around each decimal place have 
become so ubiquitous, in fact, that high-availability computing professionals have 
invented terms to describe them: three nines (99.9%), four nines (99.99%), five 
nines (99.999%), and so on. In this whitepaper, we will look at strategies that IT 
Infrastructure Architects have implemented to achieve three nines, but before we 
can do that, we need to consider the specific issues endemic to high-availability 
computing and the solutions derived to address them.
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Challenges in high-availability computing may seem insurmountable at a glance. 
Think of it like this: it is reasonable to expect that your smart toaster will be able 
to make you toast every morning for the next year, but what if you programmed 
it to tell you the news too? What if you wanted it to connect to your social media 
accounts? It is a hard and fast rule of computing that the more complex that you 
make any system, the less likely it is that you will be able to rely on it. When you 
are dealing with networks of servers – some of the most complex systems known 
to humans – there are exponentially more variables, and thus exponentially more 
chances for a failure to occur. Three challenges that arise in high-availability com-
puting are replication, scaling and cost.

II. Challenges in High-Availability 
Computing

range in their uptime 
somewhere between 
99% and 100%, and it 
is the decimal places 
between these two 
figures that matter.

THE VAST 
 MAJORITY OF

ONLINE SYSTEM
'' 1. Replication and 

Fail-Over

The idea of replication is that in order 
to prevent or minimize downtime, you 
need to accept that hardware systems 
will go down – and make sure that the 
information and services stored on 
each hardware system are available on 
a redundant system. Sooner or later all 
hardware systems fail.  Components 
burn out, circuit boards fail, and when 
this happens, catastrophic failure 
occurs. We need to first consider the 
potential causes of failures. While some 
failures are specific to one server or one 
piece of hardware, others affect entire 
data centers. Power outages, for exam-
ple, will knock down whole areas and 
even regions. Citywide and statewide 
power outages are not unheard of, 
so if a tech firm bases it data center in 
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California, its is susceptible to power 
outages there. This  is why replica-
tion is often executed according to 
a disbursed strategy, spreading data 
centers and hardware systems across 
multiple regions to protect against 
localized problems. Hosting one data 
center in Michigan and another in New 
York is, after all, much safer than host-
ing a single, comprehensive data center 
in one location.

We also need to think of how we are 
going to execute replication. To avoid 
discrepancies in data between one sys-
tem and another, we need to achieve 
writing to redundant systems that is 
near-simultaneous or implement a 
copy-on-write strategy that is as close 
to real time as possible. This   ensures 
that data is consistent across all sys-
tems and in the event of a failure,     
little to no data is lost.

Replication to another system is pivotal 
in making sure access to the applica-
tion(s) and data remains seamless and 
end users are unaware of any failure 
event.

Fail-Over goes hand in hand with rep-
lication.  The best replication strategy 
in the world is no good without a fail-
over from a failed system to an active 
system.  As with replication there are 
many ways to perform a fail-over but 
at a basic level there is Automatic and 
Manual fail-over.  It goes without saying 
that Automatic Fail-Over is the most 

desirable and requires no human inter-
action.  Automatic failover requires a 
system that can monitor and under-
stand that a failure has occurred then 
through automation direct user traffic 
from the failed system to a live sys-
tem.  Automatic fail-over often occurs 
within minutes or seconds of a failure 
event.  Manual fail-over by contrast 
requires human interaction to monitor 
and realize that a failure has occurred 
and manually fail-over to the live sys-
tem.  This can and does sometimes take 
several minutes, hours, and sometimes 
days for a person to realize a failure has 
occurred.

So why choose one over the other?  
Automatic Fail-over is usually difficult 
to configure, requires additional sys-
tems for monitoring and automation, 
can be expensive and requires signif-
icant testing to ensure it is working 
properly.  Manual Fail-Over by contrast 
is less complicated and often involves a 
person following a set of steps to per-
form the fail-over. One needs to weigh 
the requirements for application and 
data availability along with the costs 
of each strategy to determine which 
method to use. 

Like replication; Fail-Over can occur 
within the same system, datacenter, 
region, or even across the world.
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2. Scalinga

There are two types of scaling: horizon-
tal and vertical. Vertical scaling refers 
to the addition of components to a 
single server, essentially increasing its 
processing power, while horizontal scal-
ing refers to the addition of servers to 
a network. In high-availability comput-
ing, horizontal scaling is the viable path 
toward building very large platforms 
or services. Because even the most 
impressive computers fall far short of 
these networks in terms of total power, 
vertical scaling is mostly irrelevant in a 
conversation about maximizing uptime 
and minimizing downtime.

As we scale horizontally, it is critical for 
how the load gets distributed across all 
systems in the network.  Load balancing 
techniques as well as load monitoring 
must be implemented to ensure no one 
system is overloaded with requests. 

For large data sets that are distributed 
across multiple systems it is imperative 
to have an indexing strategy.  Indexing 
as the name implies is a mechanism by 
which application requests for data will 
first query the index to determine the 
exact location of the data before pass 
the request to this location.  Indexing 
of the data dramatically improves per-
formance of the queries and reduces 
load on the back-end database and/or 
data set.
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3. Cost

"High availability 
costs money.  Often it 
doubles or triples the 
cost of deploying the 
application on a single 
system."

The fact is that high availability costs 
money.  Often it doubles or triples the 
cost of deploying the application on a 
single system.  Determining the avail-
ability requirements of the business 
applications will differ greatly from 
business to business. One business 
may be out of business if their website 
is offline while others may treat their 
company website as an afterthought 
with no revenue tied to the availability 
of it.

When it comes to determining costs 
of high availability it is important to 
consider all factors.  Not only will addi-
tional hardware and data center space 
be required but additional licenses, 
sophisticated monitoring and high 
availability software will be needed as 
well as highly skilled personnel will be 
necessary that understand how to con-
figure and setup high availability.

As the availability requirements 
increase, so do the costs.  For exam-
ple, four nines (99.99%) of availability, 
which equates to 53 minutes of down-
time per year will cost less and be more 
achievable than five nines (99.999%) 
or 5 minutes of downtime per year.  
This is simply due to the fact that this 
level of downtime while achievable, 
requires significant time and money 
investment to design and implement 
it correctly.  Finally, the on-going costs 
of maintaining a system that requires 
high availability must be considered 
when doing a Total Cost of Ownership 
analysis.
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1. Maintenance

III. Maintenance and Upkeep
Once a high-availability system is live, it is critical to keep it updated, maintained, 
and tested regularly. Just as we need to monitor people's health to keep them 
fit and functional, we need to monitor the health of our network. Although we 
cannot predict anomalies before we launch a network, we can predict with some 
certainty that there will be anomalies. We can also predict that as the network 
grows, it will change, requiring us to update it and improve it.

Many networks go untested until after 
they have crashed. Once the network 
crashes, that is often when it under-
goes testing. At that point, though, 
the testing is long overdue. Testing is 
an ongoing process that verifies the 
network is working as intended. This  is 
one of the most important parts of the 
all-encompassing procedures that make 
up regular maintenance, a must-do for 
all networks aspiring to achieve high 
availability.

Regular maintenance must be per-
formed on all systems in order to ensure 
optimal performance and a secure sys-
tem.  This may include but is not limited 
to security patches, operating system 
updates, middleware updates, driver 
updates, and firmware updates.  Many 
vendors will release updates weekly, 
monthly, and quarterly and it is import-
ant these updates are applied on a 
regular schedule.

The caveat to performing updates is, 
that in order to do so, more often than 
not a system must be taken off line.  
How do you maintain high availability 
and take a system down to update it?  
The simple answer is proper planning, 
testing, and  taking all measures to 
ensure that taking down one part of 
a system does not impact the rest of 
the system. If everything is working as 
it should; then taking a system offline 
to update it should have no impact 
whatsoever on the availability of the 
application and data.
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2. Security Patching

3. Downtime Challenges

Vulnerabilities rear their heads when 
we least expect them, and frequently 
when we are least equipped to respond 
to them. That is why the best strategy 
for security is defensive. Rather than 
responding to vulnerabilities and 
security flaws as we suffer from them, 
we do everything that we can to spot 
them beforehand and install updates 
and patches to mitigate the exposure.

This is the process known as secu-
rity patching, and  in high-availability 
computing, it is a never-ending pro-
cess. Networks are always changing, 
new  data and programs interacting 
with the old data and programs in unex-
pected or unintended ways, and as we 
come to better familiarize ourselves 
with our networks, we see that there 
are issues we did not know about 
before. This   is no reason to panic, but it 
is a reason to act, introducing fixes to 
our networks so that security flaws do 
not become security crises.

Downtime happens. Instead of view-
ing downtime as inevitable, though, 
we can use these challenges to learn 
about our networks and prepare to 
achieve higher-availability computing 
in the future. All downtime results from 
specific causes. Mysterious as they may 
be, all failures are traceable effects of 
mistakes and errors that we can correct 
going forward.

Sometimes the problem is in our 
hardware, and  we need to consider 
upgrading our equipment. Other times, 
the problem is in the tools that we are 
using to manage our servers. It may not 
be obvious what the answer is to the 
question "What is causing my down-
time?" but the answer is there. Through 
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4. Mitigation Strategies

the right combination of expertise, 
knowledge, and problem solving, it is 
possible to determine the cause, take 
corrective action, and  learn from it. 
The  silver lining of any unexpected 
downtime is the opportunity to learn 
from the issue that caused the down-
time and take steps to insure it never 
happens again.

As complex as downtime problems 
may be, there are mitigation strate-
gies that you can adopt to reduce its 
effects. The  se strategies may not solve 
every technical problem that will arise, 
but they will set you onto a path toward 
more availability than you would be 
able to achieve otherwise. Best of all, 
they are accessible to anyone right now.

Educate and train your staff.

The cause of nearly a quarter of all 
data center crashes is, as you may 
guess, human error. To engineers who 
painstakingly optimize networks and 
work to prevent technical failures, this 
is especially frustrating. The   solution 
to this problem is readily available to 
all people and businesses, and it comes 
down to simple education. To avoid one 
of the most prevalent causes of crashes 
(and definitely the most annoying one!), 
train your staff well so that they are 

educated and experts on the inner 
workings of the network.

Automate any tasks that you 
would perform over and over.

Another form of human error is, 
administrators who undertake manual 
clean-ups, restores, and updates will 
forget to do something, forget how 
to do something, or do something 
altogether incorrectly. This     causes 
downtime, and it is avoidable. Instead 
of manually performing the same tasks 
again and again, set up automation sys-
tems that perform the tasks for you. 
This   will ensure that no one forgets to 
perform the task or performs it a way 
that is harmful to the network.

Ensure the safety and security 
of your servers.

Data Center physical security is critical 
factor to consider when high availability 
is important.  Outages can occur when a 
Data Engineer unplugs the wrong cable 
or powers down the wrong server or 
intentionally does something malicious.  
Ensuring  that data center personnel 
are fully vetted, trained and are the 
only ones that have physical access to 
the equipment is critical.
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IV. Achieving 99.999% Uptime

Now, how do we achieve 99.999% uptime? 
What is it? Why does it matter?

5.26 Minutes. To once again save you the trouble of running the calculation for 
yourself: 99.999% (five nines) equates to just over five and a quarter minutes 
across an entire year. This   is less than thirty seconds of downtime in a month. 
For most intents and purposes, it is a level of downtime that most day-to-day users 
will never notice.

5.26 MINUTES. 
99.999% 
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1. Load Balancing

In addition to human error, one of the 
most common causes of downtime is 
overloaded systems.  In order to achieve 
99.999% uptime is so load balance the 
requests across two (at least) or more 
systems.  There are multiple types of 
load balancers, but the primary ones 
are Application and Networks. These 
may be in the form of software, a vir-
tual appliance, or a physical appliance.  
Application Load Balancers distribute 
application requests across multiple 
application targets.  These targets may 
be physical, virtual, or containers run-
ning the application.  Application Load 
Balancers work at the network layer 
all the way to the application layer.  
Network load balancers distribute 

traffic based on network variables such 
as IP addresses and destination ports.  
Network load balancers work only at 
the network layer.

Because of load balancing, two users 
can view the same content from two 
different servers without ever know-
ing it. The       application functions and 
appears the same from to all users no 
matter which device serves the request.  
A well-tuned load balancing infrastruc-
ture design will divide traffic so well 
that it complements the performance 
of the servers, optimizing their process-
ing power in order to reduce the odds 
of downtime.
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2. Redundancy, 
Redundancy, Redundancy

3. Instant Failover

The one and only way to ensure that 
there are no single points of failure in the 
network is to have redundancy every-
where.  From a tops down approach to 
redundancy, redundant Data Centers, 
redundant power sources to the data 
center, redundant wide area connec-
tions, redundant network components, 
redundant servers, redundant server 
components (power supplies, network 
cards, hard drives, etc), and  finally 
redundant personnel that understand 
how it all works. The  last one on this 
list is often overlooked.  Many compa-
nies have suffered the fate of the one 
and only person that understands the 

Redundant systems are complimented 
by Instant or Near Real Time Failover.  
As addressed earlier in this White Paper; 
automatically switching from a failed 
component to a healthy one needs to 
be immediate in order to guarantee 
little to no disruption in application 
availability.

entire systems suddenly having a life 
altering event leaving the company up 
the proverbial creek without a paddle.
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V. Conclusion
High-availability computing entails significant challenges even for simple systems, 
and when we are dealing with large systems composed of millions of users, all read-
ing and writing data simultaneously, we must take into account all their behaviors 
and expectations. Even the top cloud hosting providers will normally guarantee 
no more than 99.99% uptime (four nines), but with enough effort, we know that 
we can achieve better. We know that five nines and even 100% – once mythical 
concepts for very large networks – are possible if we can justify the costs of the 
infrastructure designs that we need to implement.

Through load balancing, redundancy, and fail-over we can minimize and come close 
to eliminating the points of failure that affect software and hardware systems.    
This   is how we can create the experience of complete uptime for users, hitting such 
low downtime rates that hardly anyone will even notice when downtime happens. 
This   leaves human error as our primary concern, which we can mitigate through 
physical security strategies, staff training, and task automation – in addition to 
tireless maintenance and security patch efforts.

Will challenges and barriers continue to arise as we move from one decimal place to 
another? Yes, they definitely will. This   is why high-availability computing persists as 
one of the great challenges in technology. As more and more people come online, 
they highlight the shortcomings in modern systems ever more clearly.

This trend will continue as well. As awe-inspiring as it may be that roughly half of 
the world's population can now connect through social media platforms, it also 
means that another half (and more, as the world's population grows) will come 
online in the years ahead. This   will introduce new challenges in high-availability 
computing, adding more pressure to the networks and systems that we rely on 
today. Fortunately, there are solutions available to us. We have seen what works, 
and we have seen to what degree these solutions work if we are scrupulous about 
implementing them.
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